TRUONG HE VE HOC MAY THONG KE

Trwdrng ngau nhién cé diéu kién
va rng dung

Phan Xuan Hiéu

Phong thi nghiém Cong nghé Tri thirc,
Khoa CNTT, Trwong DH Cong nghé, DPHQG Ha Noi
Email: hieupx@vnu.edu.vn



tinh tuw déngt&]

tinh tw || dong tir




tinh twr || dong tl‘J’]

. €0 nhiéu trong long ...
. minh muén vai ban ..

tinh tw || dong tir

Sherlock Holmes is a great :
This is a great (  detective ) novel .




Phan I&'p don lé va doc lap

[[danh tt:j[tl’nh tw || dong ttr]L
N

\ / pd




Phan lop dwa trén sw phu thudc va twong tac

[[danh tlﬂ[tl’nh tw déngttr]L ]]
N \ V4 pd

K @ tw loai? tw loai? tw loai? T

L]

9<O




Doan nhan trén dir liéu c6 ciu tric
structured (output) prediction/learning



s ={s.,,5,,..,S
{s1,5, r} Tap nhan (label set) | L = {l, 15, --'qu}

Chudi trang thai (state sequence) N

6ngtU]

yA

[[danh tw [tl’nh tw || d
\

N

Chudi dit liéu quan sat (observation sequence)

0 ={04,05,...,07}



Mot sd dang cau tric d6 thi cua di¥ liéu

Chubi
(sequence,
linear-chain)

Luwoi L ——
(grid) AL / P& thibatky | T— sl
' (graph)




Bai todan gan nhan va phan doan trén di? liéu chuoi

Ky hieu L = {l;,15, ..., 15} la tap g nhan (I&ép) duoc dinh nghia truoc.

Cho 0 ={0y,0,, ...,07} |a mdt chudi di¥ liéu dau vao (input data
sequence) bao gobm T thanh phan dit liéu (data observations)

Van dé gan nhan hodc phan doan |a dodn nhan (predict) ddy nhan
dau phu hop nhat (the most likely output label sequence) cho o

s ={s/,55,...,57} (s; €EL)



Bai todan gan nhan va phan doan trén di? liéu chuoi

Ky hieu L = {l;,15, ..., 15} la tap g nhan (I&ép) duoc dinh nghia truoc.

Cho 0 ={0y,0,, ...,07} |a mdt chudi di¥ liéu dau vao (input data
sequence) bao gobm T thanh phan dit liéu (data observations)

Van dé gan nhan hodc phan doan |a dodn nhan (predict) ddy nhan
dau phu hop nhat (the most likely output label sequence) cho o

s ={s/,55,...,57} (s; €EL)

Vi du vé gan nhan (labeling): gan nhan tw loai

Rolls_NNP Royce NNP Motor NNP Cars NNPS Inc._NNP said _VBD it PRP
expects VBZits U.S. NNP sales to_TO remain_VB steady JJ ...
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Bai todan gan nhan va phan doan trén di? liéu chuoi

Ky hieu L = {l;,15, ..., 15} la tap g nhan (I&ép) duoc dinh nghia truoc.

Cho 0 ={0y,0,, ...,07} |a mdt chudi di¥ liéu dau vao (input data
sequence) bao gobm T thanh phan dit liéu (data observations)

Van dé gan nhan hodc phan doan |a dodn nhan (predict) ddy nhan
dau phu hop nhat (the most likely output label sequence) cho o

s ={s/,55,...,57} (s; €EL)

Vi du vé gan nhan (labeling): gan nhan tw loai

Rolls_NNP Royce NNP Motor NNP Cars NNPS Inc._NNP said _VBD it PRP
expects VBZits U.S. NNP sales to_TO remain_VB steady JJ ...

Vi du vé phan doan (segmentation): phan doan cum tw
[Rolls Royce Motor Cars Inc. NP] [said VP] [it NP] [expects VP]

[its U.S. sales NP] [to remain VP] [steady ADJP] ...
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Trwong ngau nhién cé diéu kién
moO hinh héa, dinh nghia va khai niém
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Lich str Conditional Random Fields (CRFs)

John Lafferty, Andrew McCallum, and Fernando Pereira. Conditional
Random Fields: Probabilistic Models for Segmenting and Labeling
Sequence Data, ICML 2001.

» Test-of-Time Award of ICML 2011.

= Duoc trich dan: hon 1600 lan trén ACM va hon 8000 [an trén
Google Scholar (08/2015)
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Linear-chain CRFs

Tap nhan: L= {l;,1,, .., 1}
Chudi di¥ liéu quan sat (data observation sequence): o = {0;,0,, ..., 07}
Chubi trang thdi/nh3n (state/label sequence): s = {s;,s,, ..., 57}
MO hinh CRFs:
p(s|o)
Podn nhan (prediction) chudi nhan phu hgp nhat: s* = argmax, p(s|o)
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Markov Random Fields (MRFs)

cose  GReY

Chubi (sequence, linear-chain) ‘ i
Do thi tong quat (graph)

Ky hiéu d6 thi ¢ = (V,E) véitap dinh V = {v,,v,,...,v;} vatap
canh E
MOoi dinh nhan gid tri tr mot tap hiru han cho trudec.

Phan bd can quan tam:

p(vy, V2, .., V)
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Markov Random Fields (cont’d)

Q0«0 QE?\O/Q

Chudi (sequence, linear-chain) Pb thi tdng quat (general graph)

Goi C la tap tat ca cac do thi con day du cuc dai (maximal cliques)
trong G

Theo dinh Iy co ban vé trudng ngau nhién (random fields) bdi
Hammersley va Clifford (1971), p(vy, vy, ..., v7) ¢c6 thé dwoc phan ra

nhu sau: 1
p(vy, vy, .., 0p) = EH Y(V)

celC
Trong dé: W(V,) la ham dja phuong (local/potential function) va
Z= Z H‘P(Vc) la ham chuan hda (normalization function)

Vq,VUs,..,Up CEC
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Conditional Random Fields

Chudi (sequence, linear-chain)

D6 thi tbng quat (general graph)
m  M©6 hinh CRFs:
1
slo) = S5, e, ST|0) = —— Y(s_., o
p(slo) = p(sy, s, sr|o) Z({l)l—[ (s.,0)

cel
Z(0) = Z 1_[ W(s.,0)

s ceC’

VO

17



Conditional Random Fields (cont’d)

Lafferty et al. 2001 dinh nghia ham tiém nang:

Y(s.,0) = exp (Z A fi(s. 0, c))
i=1

Khi d6, moé hinh CRFs cé thé duwoc viét lai:

exp (Z Z A fi (s, 0, {:))

ceC i=

pe(slo) =

Trong do:
F={f1,fo -, f,} latap thudc tinh (feature)
= {A1, A2, ..., A} 14 tip trong sb twong &rng vadi cac thudce tinh

Zo(0) = Z exp (ZZ;{EJCL(S o, c))

ceC1
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Linear-chain Conditional Random Fields

Chudi (sequence, linear-chain)

Cac do thj con day dd cue dai (maximal cliques) chinh la tdp cac cap
dinh/trang thai lién ké.

C4 thé viét lai mo hinh:

pe(s|o) =

EKP (ZT:ZH: Aifi(St-1,5¢, 0, t))
1i=1
Zg(0) = Z exp (ZT: Zn: Aifi(5¢-1,54 0, t))
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Cac dang thuoc tinh trong CRFs

e label | needs to
be prediCted
S1 Sy S3 :
f 0
xi(0, 1)
01 o)) O3 !

the current position
t=3
Hai dang thudc tinh:
o Thudc tinh canh (e — edge feature): phu thuéc Markov giira cac vi tri lién ké

o Thudc tinh quan sat (o — observation feature): dac diém quan sat duoc tir
chu6i dit liéu dau vao
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Edge feature va observation feature
Thudc tinh canh (edge feature):
1 néus, =1l'vas, =1

e
S 1,5, t) = .
f‘ﬂf’b( —1:5p 1) {O ngwoc lai

Vi du

: 1 néus,_; = tinh tirva s, = danh_ti
fftinh tir,danh_tir> (St—lJ St t) — ‘ . t
ST 0 ngwoc lai

Thudc tinh quan sat (observation feature):

1 néux;(o,t) =TRUEvas, =1

2 ,0,t) = {
f‘:xf’l}(st ) 0 ngwoc lai

Vi du:

0
f{sufﬁx(or]=tive,t1'11h_tt'r::=(5tJ o, t)
_ {1 néu [suffix(o,) = tive] = TRUE va s, = tinh_tw
0 ngwoc lai
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Trich chon thudc tinh cho CRFs nhw thé nao?

————
- -

-
———‘

04| 10O ex 4| .4 [°0°
OO0 OO O O OO
0, 0, 0, 0;

Thoéng ké don é (singleton statistics)

K&t hgp cua cac thong ké don |1é (conjuction of singleton statistics)

Overlapping features

Bat c&r dang thudc tinh nao can thiét cho viéc dodn nhan
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CRFs phu thudc Markov cap | va cap Il
First- and second-order Markov CRFs
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fe label | needs to

be predicted
l’ I p——
S3

0

r Xi(O, t)

0, 03 e or

the current position
t=3

First-order Markov CRFs

Two kinds of features:
o Edge feature f®

o Observation feature f°

Complexity ~ O(|L|2T|D]|cl)

(L is the set of class labels)

label | needs to
be prgdicted

\ — Xu(0, t)

(o] 0 XV(O- t) O3 res Ot

the current position
t=3

Second-order Markov CRFs

Four kinds of features
0o Edge features: f 1, fe2

o Observation features: f °1, f 02

Complexity ~ O(|L|3T|D]|cl)

24



U'éc lwvong tham sé hay huan luyén mo hinh
model training or parameter estimation
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Mo hinh héa va wéc lwong tham so cho
cac md hinh hoc may thong ké

The World S " "The Estimator ‘*\
/

5 -_-\;l< I =N \
AN 2N
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Mo hinh héa va wéc lwong tham sé cho CRFs

Phuong phap uwdc luong
— 1 1 2 o2 m oImn
D = {(0%,s7), (0%,5%), ..., (0™, ™)} hay huan luyén mé hinh

AN 7

The World / The Estimator
/

('/; "// [‘\ \
" g = _...‘\ |"
fad §% = n
. : ;', al‘ / _/ r\ /-\\< /1\\\

( e

. — =~ <t
s,

) |

0" = {1, 15, ..




Cac phuong phap wdc lwong tham sé cho CRFs

Maximum Likelihood

o Iterative scaling (GIS, IIS)
0 Gradient descent

o Conjugate gradient

o  Newton’s method (limited quasi-Newton method — L-BFGS)

Stochastic Gradient Methods

Parallelism

Method Iterations | LL Evaluations | Time (s)
Algorithm T (IIS) >150 >150 >188.65
Conjugate gradient (FR) 19 99 124.67
Conjugate gradient (PRP) 27 140 176.55
Limited memory variable metric || 22 22 29.72

Efficient Training of Conditional Random Fields (by Hana M. Wallach)
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Uédc lrgng theo maximum likelihood v¢&i L-BFGS

Ham likelihood clia mo hinh CRFs la
ham [6i (convex).

Thuét toan toi wu: limited memory
quasi-Newton method (L-BFGS):

o D. Liu and J. Nocedal. On the limited
memory BFGS method for large scale

optimization, Mathematical Programming,
1989.

o La phuong phap téi wu cip 2 (second-order
), cdn wdc lvong ma tran Hessian.

0 L-BFGS cé thé vdc lwgng xap xi ma tran
Hessian thong qua gia tri ham muc tiéu va
véc to dao ham cép 1.

o Trong ndi dung bai giang: xem L-BFGS nhu
mot thu tuc hop den (black-box procedure)

- 8f &f
Ozl dxy 0z,
>’ f P f

dry Oy 0?3
o f 0 f
| Oz, 0y Oy O

Pf T
0xq 0x,
P f

t:;}.l.'g (',-');I'n
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Thu tuc huan luyén mé hinh véi L-BFGS

Input:

- Training data: D = {(o',s'), (0%, s%),...,(0™,s™)}
- The number of training iterations: [/

Output:

- Optimal feature weights: 8* = {A}, A5, ... A\, }
Initial Step:

- Generate features with initial weights 8 = { Ay, As.
Training (each training iteration):

1. compute the lt:-g-likelihﬂod function L(pg, D) and

its gradient vector { ﬁlg ..... i‘[’

2. perform L-BFGS Dptlmlzatmn search to update
the new feature weights 0 = { A\, Ao, ..., A}

3. If #iterations < [ then goto step 1, stop otherwise

30



Ham log-likelihood

Euclidean norm regularization:
202 giam overfitting va tranh can
bang cac thudc tinh

L(pﬂ:

207
m T n n ,2,2
Z {lﬂg Iexp (Z Z Aifi(sl ys],07, t))‘ — logZ, (Dj)l — Z—EE
j=1 t=1 i=1 — <0
m T n
— J J
- ifi(sr—l* t? 252
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Pao ham riéng cap mot ham log-likelihood

ﬁL(pﬂ,D)
92
2
. T L
O[S ST S Afi (sl ysl00,6)] O[S logZe(0))] [ i=1_252]
B IA; 92 92
m T m 19[25 EXP(ZL1Z?:1A£JC£(5::—1J5::Jﬁj:f))] A
— ] ] L
= ZZfi(st_l,st,oJ, t) — . Zﬂ({:f) -
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U'éc lwvong ham log-likelihood va dao ham cap mot

Dé tinh:
o Ham log-likelihood L(pg, D) va
o Véctogradient {ﬁL(pﬂ,D) ﬁL(pﬂ,D) ﬁL(pg,D)}

9A, . 9a, 7 oa,
Can tinh:
T n
ze(of):zexp(zzziﬁ(sr1,5,,-,0%::))
S t=1 i=1

7007 = O
Dynamic programming
O(|L|?T): first-order

O(|L|®T): second-order
(L is the set of labels) Summing over all possible label paths

N L

020
000
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Parallelism — Huan luyén CRFs song song

Input:

- Training data: D = {(o!,s?), (0?,s%),..., (0™, s™)}

- The number of parallel processes: P;

- The number of training iterations: [

Output:

- Optimal feature weights: 6* = {A\}, A5, ... A%}

Initial Step:

- Generate features with initial weights 8 = {1, Ao, ..., A}
- Each process loads its own data partition D;

Parallel Training (each training iteration):

1. The root process broadcasts 6 to all parallel processes
2. Each process P, computes the local log-likelihood

L; and local gradient vector {2& Y f)f; ..... {’1 }ion D,
3. The mc-t process gathers and sums all L; and
5L
{5)'"1 Mg ..}i to obtain the global L and {2- Mg T .

4. The root process performs L-BFGS Dptlmlzatmn search to
update the new feature weights 6
5. If #iterations < [ then goto step 1, stop otherwise
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Suy dién hay doan nhan véi mo hinh CRFs
inference or prediction in linear-chain CRFs
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Poan nhan chuodi nhian phu ho'p véi mé hinh CRFs

B& tham s6 t6i wu va mé hinh twong &ng:
0" = {4, A, ... 4}

1
pe-(slo) = 70 (0) exp (ZZA fi(Se—1,Se, 0, t))

t=11

S& dung mé hinh nay dé doan nhan (predict) chudi nhan phu hop
nhat (most likely label sequence) s* cho mdi chudi dif liéu dau vao
(input data observation sequence) 0 nhu sau:

1
S" = argmaxg pg-(S|0) = argmaxg Z (u)e ZZA fi(S_1,S: 0, t))
B*
t 1i=

= argmaxg lexp (Z Z A fi(Se—1, 5S¢, 0, t))

t=1i=

36



Tim chudi nhan phu hop véi thuat toan Viterbi

Thuat toan quy hoach dong, st dung rong rai véi mé hinh HMMs

Lwu lai xac suat cla chudi nhén phi hop nhdt tir dau cho dén vij tri t
nao do trong chudi va két thuc véi trang thai s (hamy s =1, € L)

Ky hiéu xac sudt dé la ¢:(sf) (0 <t <T —1)va 9,(s5) la xac suat
xuat phat clda chuodi.

Chung ta co6 cong thirc dé quy nhu sau:

=1

Pri1(Si1) = max gu

Viéc tinh todn dé quy két thac khi t = T — 1 va xac suat |&n nhat
(chuwa chuan hda) I3

p* = maxu[ng(g‘*Ti)] Backtracking dwa trén cac thong tin da

_ " lvu d€ tim chudi nhan phu hop nhat
l,- = argmax, [¢r(s7)]
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Tim k chu6i nhan tot nhat (k-best label sequences)

be $ one to $ two
VB $ CD TO $ CcD
Og O19 01y 015 013 O14




Cac wu va nhuoc diém ctia mé hinh CRFs
advantages and limitations of CRFs
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»

0, 02 03

Hidden Markov Models (HMMSs)
[Baum et al. 1970; Rabiner 1989]

- Generative

- Need independence assumption

- Local optimums
- Local normalization

Ot

>

01 (0]} (O} ren Ot
Maximum Entropy Markov

Models (MEMMS)
[McCallum et al. 2000]

- Discriminative and exponential
- No independence assumption
- Global optimum

- Local normalization

More accurate than HMMs

U'u diém cta CRFs doi véi HMMs va MEMMs

01 (6]) O3 ver Ot

Conditional Random Fields (CRFs)
[Lafferty et al. 2001]

- Discriminative and exponential
- No independence assumption
- Global optimum

- Global normalization

More accurate than HMMs and
MEMMs

40




Giadi quyét dwoc van dé “label bias”

Maximum Entropy Markov Models (MEMMs)

T
p(slo) = p(sllﬂl)np(srlsr—lﬁﬂr)
t=2

Training Data

rib:123

I 0 rib:123
. ‘ & rob:456
o 6 rob:456

Parameters

P(1]r)=0.6,P(4|r)=0.4,
P(2]i,1)=P(2]0,1) =1,
P(5]i,4)= P(5|0,4) =1,
P(3|b,2)= P(6]|b,5) =1

P(123|rob)=P(1|r)P(2]0.1)P(3|b.2)
=0.6x1x1=0.6

P(456|rob)=P(4|r)P(5|0,4)P(6|b.5)
=04x1x1=04
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Nhuoc diém

Tinh phu thuéc Markov trong dit liéu (ban chat dir liéu)

Thaoi gian tinh toan (huan luyén) tang khi sé nhan nhiéu.

M6 hinh c6 thé 16n (tén bd nhd)

42



CRFs v@&i cac bai toan irng dung thuc té
CRFs and its real-world applications
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CRFs for Image Processing and Computer Vision

K. Murphy et al. Using The Forest to See The Trees: A Graphical Model
Relating Features, Objects, and Scenes, NIPS 2003.

S. Kumar and M. Hebert. Discriminative Fields for Modeling Spatial
Dependencies in Natural Images, NIPS 2003.

X. He et al. Multiscale Conditional Random Fields for Image Labeling, CVPR
2004.

C. Smimchisescu et al. Conditional Models for Contextual Human Motion
Recognition, ICCV 2005.

A. Quattoni et al. Conditional Random Fields for Object Recognition, NIPS
2005.

A. Torralba et al. Contextual Models for Object Detection using Boosted
Random Fields, NIPS 2005.

Y. Wang and Q. Ji. A Dynamic Conditional Random Field Model for Object
Segmentation in Image Sequences, CVPR 2005.
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CRFs for Bioinformatics & Computational Biology

K. Sato and Y. Sakakibara. RNA secondary structural alignment with
conditional random fields, Bioinformatics 2005.

Y. Liu et al. Protein fold recognition using segmentation conditional
random fields, Journal of Computational Biology 2006.

M. Li et al. Protein-protein interaction site prediction based on
conditional random fields, Bioinformatics 2007.

F. Zhao et al. A probabilistic graphical model for ab initio folding,
Research in Computational Molecular Biology, 2009.

X. Geng et al. Protein backbone dihedral angle prediction based on
probabilistic models, iCBBE 2010.

T. Gehrmann et al. Conditional random fields for protein function
prediction, PRIB 2013.
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CRFs for NLP and Information Extraction

Word segmentation
Part-of-speech tagging
Phrase chunking (shallow parsing)

Named entity recognition (NER)

o Both general text and biomedical text

Information extraction from text/web
o Text: table, author-affiliation (research papers), for form filling, ...

0 Web: product description, transforming semi-structured into structured data
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Mot sd bai toan irng dung CRFs

Gan nhan (labeling):
o Gan nhan tir loai (part-of-speech tagging) cho tiéng Anh

Phan doan (segmentation):
0 Xac dinh cum danh tir (noun phrase chunking) cho tiéng Anh
0 Xac dinh cum tir (phrase chunking/shallow parsing) cho tiéng Anh

o Tach tir (word segmentation) cho ti€ng Viét
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Flexible Conditional Random Fields

FlexCRFs: Flexible Conditional Random Fields

Copyright © 2004-2005 by Xuan-Hieu Phan, Le-Minh Nguyen, and Cam-Tu Nguyen

FlexCRFs is a conditional random field toolkit for segmenting and labeling sequence data written in C/C++ using
STL library. It was implemented based on the theoretic model presented in (Lafferty et al. 2001) and (Sha and
Pereira 2003). The toolkit uses L-BFGS (Liu and Nocedal 1989) - an advanced convex optimization procedure - to
train CRF models. FlexCRFs was designed to deal with hundreds of thousand data sequences and millions of
features. FlexCRFs supports both first-order and second-order Markov CRFs. We have tested FlexCRFs on Linux
(Red Hat, Fedora, Ubuntu), Sun Solaris, and MS Windows with MS Visual C++.

PCRFs is a parallel version of FlexCRFs that allows us to train conditional random fields on massively parallel
processing systems supporting Message Passing Interface (MP1). PCRFs helps to train conditional random fields
on large-scale datasets containing up to millions of data sequences. We have tested PCRFs on large parallel
systems, such as Cray XT3, SGI Altix, and IBM SP.
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Part-of-Speech Tagging on WSJ Corpus

Rolls_ NNP Royce NNP Motor NNP Cars NNPS Inc._ NNP said VBD it PRP

expects VBZ its U.S. NNP sales NNS to_TO remain_VB steady JJ ...
P r [
PRP VBZ PRP$ NNP NNS TO VB
A
|
it ~ expects its u.S. sales to remain
| W_o W_1 Wo W1 Wo |

sliding window (size = 5)

WSJ Corpus:

o Training set: sections 00-18
o Development test set: sections 19-21

o Final test set: sections 22-24

First and second-order Markov CRFs
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Feature Templates for Part-of-Speech Tagging

Template for edge feature type 1 (i.e., f)

state s,y | current state s;

I [
Template for edge feature type 2 (ie., %)
state s;_» state s;_4 | current state s;

[’ I [
Template for observation feature type 1 (1.e., f°!)
context predicate templates x,(o, 1) current state s;

Ww_o, W_q, Wp, Wy, Wy, W_q1Wqn, Wpl
1, 2, 3, 4-character prefixes and suffixes of wy
wp 18 mitially capitalized
wy 1s all capitalized
wp has number; wp has hyphen

oy Oy ey ey Py

Template for observation feature type 2 (i.e., f°%)
context predicate templates z,(o,t) | state s,_ | current state s,

w_ip, Wp, wW_1iy I
wp 18 1nitially capitalized /
wp 18 all capitalized [

[

wp has number; wy has hyphen

f

o T

r




Part-of-Speech Tagging Comparison on WSJ

Methods Devel. Final
Acc.% | Acc.%
Toutanova et al. 2003 (Dependency Network, 97.15 97.24
4-order Markov dependencies, 2-forward, 2-backward)
Ours (second-order Markov CRFSs) 97.05 97.16
Collins 2002 (Discriminative HMMS) 97.07 97.11
Ours (first-order Markov CRFs) 96.92 96.92

SOURCEFORGE.NET"

CRFTagger:

CRF English POS Tagger

(built upon ElexCRFs)
URL: hitp://critagger sourceforge net/

Copyright (c) 2006 by

Xuan-Hieu Phan (pxhieu at gmail dot com), Graduate School of Information Sciences, Tohoku University
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Phrase Chunking on Wall Street Journal Corpus

Rolls_NNP Royce NNP Motor NNP Cars NNPS Inc._ NNP said_VBD it PRP
expects VBZits PRP$S U.S. NNP sales NNS to TO remain_VB steady JJ ...

[Rolls Royce Motor Cars Inc. NP] [said VP] [it NP] [expects VP]
[its U.S. sales NP] [to remain VP] [steady ADJP] ...

..f'.l'.l f” f.‘

B-NP B-VP B-NP I-NP I-NP B-VP -VP
PRP VPZ PRP$ NNP NNS TO VB
P-2 P-1 Po P4 P2z
it expects its U.S. sales to remain

W W4 Wo W Ws

sliding window (size = 5)
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Label Sequence Representation for Segmentation

Input observation sequence Output label sequence
Sentence POS tag 10B2 10B1 IOE2 IOE1
Confidence NN B-NP I-NP E-NP I-NP
in IN B-PP I-PP E-PP I-PP
the DT B-NP I-NP I-NP I-NP
pound NN I-NP I-NP E-NP I-NP
is VBZ B-VP I-VP I-VP I-VP
widely RB I-VP I-VP I-VP I-VP
expected VBN I-VP I-VP I-VP I-VP
to TO I-VP I-VP I-VP I-VP
take VB I-VP I-VP E-VP I-VP
another DT B-NP I-NP I-NP I-NP
sharp JJ I-NP I-NP I-NP I-NP
dive NN I-NP I-NP E-NP I-NP
if IN B-SBAR |-SBAR E-SBAR I-SBAR
trade NN B-NP I-NP I-NP I-NP
figures NNS I-NP I-NP E-NP I-NP
for IN B-PP I-PP E-PP I-PP
September NNP B-NP I-NP E-NP I-NP
! , O O O O
due JJ B-ADJP |-ADJP E-ADJP I-ADJP
for IN B-PP I-PP E-PP I-PP
release NN B-NP I-NP E-NP E-NP
tomorrow NN B-NP B-NP E-NP I-NP
) , O O (0] O
fail VB B-VP I-VP I-VP I-VP
to TO I-VP I-VP I-VP I-VP
show VB I-VP I-VP E-VP I-VP
a DT B-NP I-NP I-NP I-NP
substantial JJ I-NP I-NP I-NP I-NP
improvement NN I-NP I-NP E-NP I-NP
from IN B-PP I-PP E-PP I-PP
July NNP B-NP I-NP I-NP I-NP
and CcC I-NP I-NP I-NP I-NP
August NNP I-NP I-NP E-NP E-NP
's POS B-NP B-NP I-NP I-NP
near-record JJ I-NP I-NP I-NP I-NP
deficits NNS I-NP I-NP E-NP I-NP 53

(0] O O O




Feature Templates for Phrase Chunking

Template for edge feature type 1 (1.e., f¢')

state s;_y | current state s,
X [
Template for edge feature type 2 (i.e., f¢%)
state s;_» state s;_¢ | current state s,
[ l [
Template for observation feature type 1 (i.e., f°!)
context predicate templates z,(o.1) current state s;
w_g9, w_q, wp, wy, Wy, wW_qWp, wpun [
P-2, P—1, Po, P1. P2 [
P_2P_1, P—1Po, PoP1, P1P2 [
P-2P-1Po, P-1PoP1, PopP1P2, P-1W-1, PoWo [
P1pow—_1, papotp, Ppw_1Wp, ppw_1wWp, P—1pPopP1wy [
Template for observation feature type 2 (i.e., f°%)
context predicate templates z,(o,t) state s,_; | current state s;
w_q, Wy, W_qwy f: E
P_1, Po, P-1Po, P—1W_1, PoWp ! [
P—1PoW—_1, P—1PoWo, P—1W_1Wo, Pow—_1wWo ! l
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Chunking Results on the CoNLL2000 Shared Task

NP chunking All-phrase chunking
Init || IOB2, #feat: 417,831 || IOE2, #feat: 416,262 || I0B2, #feat: 451,300 || IOE2, #feat: 450,063
] Pre. Rec. Fa=1 Pre. Rec. Fa=1 Pre. Rec. Fg=1 Pre. Rec. Fg—1

00 || 94.57 | 94.26 | 94.42 94.49 | 94.45 | 9447 || 93.94 | 93.90 | 93.92 || 9394 | 93.98 | 93.96
01 04.60 | 94.39 | 94.50 94.50 | 94.29 | 94.39 || 93.95 | 93.92 | 93.93 || 94.03 | 93.94 | 93.98

.02 94.48 | 94.33 | 94.40 94.52 | 94.35 | 94.44 || 93.91 | 93.90 | 93.91 93.91 | 94.05 | 93.98
.03 94.70 | 94.41 | 94.56 04.48 | 94.34 | 94.41 | 93.93 | 93.99 | 93.96 || 93.96 | 93.94 | 93.95
.04 94.65 | 94.22 | 94.43 94.37 | 94.39 | 94.38 || 93.98 | 93.87 | 93.92 || 93.99 | 93.98 | 93.98
05 94.70 | 94.44 | 9457 || 94.43 | 94.36 | 94.39 || 93.93 | 93.96 | 93.95 || 94.11 | 93.98 | 94.05
.06 94.70 | 94.21 | 94.46 94.39 | 94.41 | 94.40 || 94.05 | 93.83 | 93.94 || 94.08 | 93.94 | 94.01
07 04.73 | 94.28 | 94.50 O4.53 | 94.37 | 9445 || 94.06 | 93.85 | 93.96 || 94.02 | 94.04 | 94.03

Table 5.5: Results of NP chunking and chunking with different initial values (#) of feature
welghts on the CoNLL2000 shared task (tramning: sections 15-18, testing: section 20 of
WSJ)

55



Chunking Results on the CoNLL2000-L

NP chunking All-phrase chunking
Init || IOB2, #feat: 1,351,627 || IOE2, #feat: 1,350,514 | IOB2, #feat: 1,471,004 || IOE2, #feat: 1,466,312
? Pre. Rec. Fa=1 Pre. Rec. Fg=1 Pre. Rec. Fg=1 Pre. Rec. Fa=1

.00 96.54 | 96.37 | 96.45 96.49 | 96.37 | 96.43 96.09 | 96.04 | 96.06 96.10 | 96.10 | 96.10
01 96.50 | 96.32 | 96.41 96.51 | 96.44 | 96.48 96.09 | 96.04 | 96.06 96.12 | 96.09 | 96.11
.02 96.63 | 96.31 | 96.47 96.59 | 96.36 | 96.4T 96.11 | 96.10 | 96.10 96.19 | 96.09 | 96.14
03 96.53 | 96.31 | 96.42 96.50 | 96.44 | 9647 96.09 | 96.01 96.05 96.13 | 96.08 | 96.11
.04 96.67 | 96.35 | 96.51 96.57 | 96.33 | 96.45 96.07 | 95.98 | 96.03 96.16 | 96.04 | 96.10
05 96.59 | 96.20 | 96.44 96.63 | 96.55 | 96.59 || 96.12 | 96.01 96.07 96.13 | 96.04 | 96.09
.06 96.54 | 96.40 | 96.47 096.72 | 96.43 | 96.58 96.10 | 96.00 | 96.05 96.20 | 97.17 | 96.18
07 96.59 | 96.33 | 96.46 96.49 | 96.54 | 96.51 96.03 | 96.07 | 96.05 96.12 | 96.17 | 96.15

Table 5.6: Results of NP chunking and chunking with different initial values (#) of feature
weights on the CoNLL2000-L (training: sections (02-21, testing: section 00 of WSJ)
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25-fold CV Tests of NP Chunking (25 Sections WSJ)
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25 fold CV test on 25 sections of WSJ corpus

57



Accuracy Comparison on CoNLL2000

Methods F, (NP) | F; (All)
Daumeé Il & Marcu 2005 (LaSo + external lists of named - 94.4x
entities, etc.)
Ando & Zhang (2005) + 15 millions unlabeled words 94.70 | 94.39
Ours (simple majority voting among 16 CRFs) 94.73 | 94.15
Ours (single CRF with 417,831 features) 94.57 | 94.05
Carreras & Marquez (2003) (perceptron with two layers) 94.41 | 93.74
Kudo & Matsumoto (2001) (voting among 8 SVMSs) 94.39 | 93.91
Kudo & Matsumoto (2001) (SVMs) 94.11 | 93.85
Sha & Pereira (2003) (single CRF with 3 million features) 94.38 -
Zhang et al. (2002) (generalized winnow + full parser) 94.38 | 94.17
Zhang et al. (2002) (generalized winnow) 93.89 | 93.57

58



Accuracy Comparison on CoNLL2000-L

NP All
Methods Fs—y | Fgoy
Ours (majority voting among 16 CRFs) 96.74 | 96.33
Ours (CRFs, about 1.3M - 1.5M features) | 96.59 | 96.18
Kudo & Matsumoto 2001 (voting SVMs) 95.77 —
Kudo & Matsumoto 2001 (SVMs) 95.34 -
Sang 2000 (system combination) 94.90 —

Prediction error (%)

4 -
3 A
2
1 4
0

3.26

Matsumoto Matsumoto

(SWVMs) - (voting
2001 SVMs) -
2001

Sang -2000 Kudo & Kudo & Ours (CRFs) Ours (woting

CRFs)
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Training time (minute)

2300 1

g8 &

8 8

KK

AEL.

Computational Time of Parallel Training

Task (#iterations)

Training time

NP chunking

single process

45 processes

CoNLL2000 (130)
CoNLL2000-L (130)
AI-WSJ - each fold (150)

4h50)’
38h57

55h59’ (estimated)

652"
56

1h21°

Chunking

single process

90 processes

CoNLL2000 (140)
CoNLL2000-L (200)

190h32’ (estimated)
1348h26’(estimated)

2h29’
17h46’

T

2

§ 10 20 30 40 50 60 70 B0 90 100 110 120 130 140 150

# of parallel processes
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Phrase Chunker for English

SOURCEFORGE.NET*

CRFChunker: CRF English Phrase Chunker

(built upon FlexCRFs)
URL: http://crichunker.sourceforge. net/

Copyright (c) 2006 by

Xuan-Hieu Phan (pxhieu at gmail dot com), Graduate School of Information Sciences, Tohoku University

CRFChunker: A Java-based Conditional Random Fields Phrase Chunker (Phrase Chunking Tool) for English that
was built upon ElexCRFs. The model was trained on sections 01..24 of WSJ corpus and using section 00 as the
development test set (F1-score of 95.77). Chunking speed: 700 sentences / second.
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Tach tir cho tiéng Viét

Evaluation data: VLSP Corpus ++

Feature tempates: very rich, a lot of regular expressions for time,
email, url, currency, number, name, etc.

Parameters:

o First-order Markov CRFs

o Training sentences: 46160

o Testsentences: 11533

o  #Context predicates: 567149

o #Features: 659933 (after pruning)
o Feature rare threshold: 1

o Context predicate rare threshold: 2
o #Training iterations: 200

o Sigma square: 10.0

o Number of approximated Hessian matrixes: 7



Iceration:

154
Log-likelihood

Horm(log-likelihood gradient wvector) =

Morm(lambda wvector)
Iteration elap=sed:

233 =seconds

Label-ba=ed

performance

evaluation:

360454

performance

36045

248115
TOS5E3
41704

23
4

Current max chunk-based FI1:

Training iteration elapsed

.40

358402

evaluation:

98.86

(including testing & evaluation time) :

99.
88.
893,

8989.

([iterati

-10308.103632
2197.104237

282.873801

Beg. (%) Fl-Measure (%)
Thil 09,58
a 8.57
.00 959,399
.38
99,43 99.43
Bec. (%) Fl-Measure (%)
0g8.88 08.86
g6
898.88 98.86
on 194)

237 seconds
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Mot so cai dat cia md hinh CRFs
implementation of CRFs
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Software [edi https://en.wikipedia.org/wiki/Conditional_random_field

This is a partial list of software that implement generic CRF tools.

o RNNSharp & CRFs based on recurrent neural networks (C#, .NET)

« CRF-ADF & Linear-chain CRFs with fast online ADF training (C#, .NET)
o CRFSharp & Linear-chain CRFs (C#, .NET)

« GCO & CRFs with submodular energy functions (C++, Matlab)

o DGM & General CRFs (C++)

» GRMM & General CRFs (Java)

« factoried General CRFs (Scala)

» CRFall& General CRFs (Matlab)

By Xuan-Hieu Phan, Le-Minh
« Sarawagi's CRF & Linear-chain CRFs (Java)

Nguyen, and Cam-Tu Nguyen
» HCREF library & Hidden-state CRFs (C++, Matlab) (2004):

o Accord. NET & Linear-chain CRF, HCRF and HMMs (C#, .NET) + first C/C++ implementation

« \Wapiti & Fast linear-chain CRFs (C)['"] B M ey
» CRFSuite & Fast restricted linear-chain CRFs (C) + parallelism (MPI)

o CRF++& Linear-chain CRFs (C++)

» FlexCRFs & First-order and second-order Markov CRFs (C++) 7
e crf-chain1 & First-order, linear-chain CRFs (Haskell)

» imageCRF & CRF for segmenting images and image volumes (C++)

» MALLET & Linear-chain for sequence tagging (Java)

» PyStruct & Structured Learning in Python (Python)
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Nhirng kinh nghiém xay dwng rng dung v¢&i CRFs

building applications with CRFs: experience and lessons learnt
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Truwdce khi quyét dinh dung CRFs:

a

a

a

Xem xét ban chat cda dit liéu (nature of data)
Sequential dependencies phé bién mirc nao? manh mdc nao?

Long-range dependencies?

Hudn luyén mé hinh CRFs:

a

a

a

a

Chon window size phu hgp

Nhiéu thudc tinh chua chac tét: overfitting, tdng thoi gian tinh todn, mé hinh
bi phinh to

Trich chon mau thudc tinh (feature templates) ti mi va ky lw&ng, can nhiéu
thudc tinh co tinh phéan biét cao (highly discriminative)

Phan tich 16i, diéu chinh thudc tinh, diéu chinh di¥ liéu huan luyén

Nén co development test set

Hiéu qua va chi phi khi str dung CRFs:

a

a

Mang lai két qua vuot trdi so véi cdc mod hinh phan [&ép don 1é

Trién khai dudi dang web services hay mobile services?
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Két ludn bai giang
Summary
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Nhirng noi dung chinh da hoc

Doan nhan trén dit liéu cd ciu tric

MO hinh héa CRFs

o Markov random fields
o Conditional random fields: linear-chain and general CRFs

o Feature types of CRFs
CRFs phu thudc cap | va cap Il (first- and second-order Markov CRFs)

Uédc lvong tham s6 cho md hinh CRFs
o Maximum likelihood estimation v&i phuwong phap téi wu L-BFGS

o Huéan luyén CRFs song song

Suy dién/dodn nhan vé&i CRFs

Cac vu/nhuwoc diém cda CRFs

CRFs v@i cac bai todn irng dung thuc té

Nhirng kinh nghiém khi xay dung &ng dung vd&i CRFs
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Thank you.
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